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ABSTRACT 
Research demonstrated that faults seeded mutation using 
operators can be representative of faults in real systems. In this 
paper, we study the relationship between the different operators 
used to insert mutants in the fault domain of the system under test 
and the effectiveness of different state machine test suites at 
killing those mutants. We are particularly interested in the 
effectiveness of two interrelated state machine testing strategies 
at finding different types of faults. Those are the round-trip paths 
strategy and the transition tree strategy. Using empirical 
evaluation, we compare the effectiveness of more than two 
thousand unique test suites at killing mutants seeded using eight 
different mutation operators. We perform experiments on four 
experimental objects and provide qualitative analysis of the 
results. We conclude that neither of the two studied strategies is 
more effective than the other at killing a certain type of mutants. 
However, the structure of the finite state machine and the nature 
of the system under test affect the type of faults detected by the 
different testing strategies.  
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1 INTRODUCTION 
Faults seeded using mutation operators have been used in ample 
of research work to represent the real faults of the software 
system [1, 2, 3]. In a previous study [15], we used mutation-based 
evaluations to empirically compare the effectiveness of two finite 
state machine (FSM) testing strategies; the test suites generated 
using complete round-trip path (RTP) testing and transition tree 
testing [5, 6]. We used in our empirical evaluation four 
experimental objects and 2,057 unique test suites [12]. We 
concluded that completely covering RTPs was not equivalent to 
the piece-wise coverage achieved through transition trees in 
terms of fault (mutant) detection. Also, we compared different 
types of transition trees using three generation algorithms: 
breadth first search (BFS), depth first search (DFS), and random 
traversal of the original FSM. We compared the test suites 
produced using the different algorithms to one another and the 
complete RTP test suite. The results obtained showed that DFS test 
suites could sometimes achieve better fault detection than other 
test suites. The experiments also showed that in some cases the 
complete RTP test suite detected faults that were not detected by 
transition trees test suites that covered RTPs in pieces. Although 
we used mutants seeding as a way to measure the effectiveness of 
the test suites, we did not inspect whether any of the examined 
strategies is more effective than the others at finding specific types 
of faults (seeded mutants) [14]. The large amount of data collected, 
in the thousands of test suites [15], was a valuable data set that is 
worthy of more analysis. Furthermore, the conclusion that RTP 
test suites detected faults that were not detected by other test 
suites was a finding that deserved further research. In this paper, 
we are interested to answer the research question of whether any 
of the four types of test suites (BFS, DFS, Random, and complete 
RTP) we generate are more effective at killing mutants that are 
seeded using specific mutation operators. We reuse the results of 
executing the test suites and perform further analysis of the 
obtained results to answer this research question. Such results can 
be useful for specifying which testing strategy can be used for 
certain categories of software systems. 

We start the discussion by summarizing some background 
concepts (section 2). In sections 3, we review the literature. In 
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section 4, we introduce the experimental setup that we used in 
previous work and this study. Then, in sections 5, we present the 
results and provide qualitative analysis to inspect the capability of 
the different test suites at killing each type of mutant separately. 
Finally, we discuss the threats to validity (section 6) and the 
conclusions we achieved by analyzing the results (section 7). 

2 BACKGROUND 
This section defines the main concepts that we use in this 
research. This includes the type of FSMs we use, testing strategies 
of concern, and mutation-based evaluation that is used as a 
surrogate measure of fault detection. 

2.1 FSM Testing 
FSM modeling is a formal, rigorous, and simple technique that has 
been used extensively to model software artifacts [4]. We focus on 
FSMs that are deterministic, connected, and completely specified. 
For our experimental objects, we augment the original FSM 
specifications for completeness when this is necessary. For an 
unspecified input in the original FSM, we assume that the machine 
produces a null output and remains in the current state, which is 
a typical assumption for FSM modeling [17]. 

Chow [6] and Binder [5] are important contributors to the 
FSM testing literature. Chow introduces the W-method where he 
generates a test suite from an FSM using a BFS traversal of the 
FSM graph. Each path in the tree from the initial/root node to a 
terminal node, a.k.a. transition tree path is considered a test 
sequence, while the collection of paths composes a single test suite 
[6]. Binder, on the other hand, introduces RTP testing. To exercise 
RTPs, Binder also suggests deriving a transition tree from the FSM 
graph. The resulting tree covers each RTP either in its entirety 
(i.e., the RTP appears as a proper sub-path of a transition tree path) 
or in pieces [5]. Binder’s method implies that covering RTPs in 
their entirety, which we refer to as complete RTPs, is equivalent 
from a testing point of view to covering RTPs, possibly in pieces, 
through a transition tree. In our previous publications, we 
demonstrated that the two are not equivalent at finding faults. In 
this research work, we examine the performance of the two 
strategies for each mutation operator separately. 

2.2 Test Strategies 
Many testing strategies can be applied to state-based testing. A 
state-based testing strategy that proved to provide a balance 
between effectiveness at finding faults and cost is the RTP 
criterion [9]. This criterion is satisfied when all RTPs (i.e., loops) 
are exercised [5]. An RTP is a simple path (no repeated node) that 
starts and ends with the same node [5]. A closely related criterion 
is the transition tree criterion [6]. For transition trees, FSMs are 
treated as directed graphs (digraph) where states are nodes and 
transitions are edges. A transition tree is a spanning tree of the 
FSM graph. Since, in our work, we aim to cover all possible 
operations that move the system under test (SUT) from one state 
to another (transition), or maybe to the same state, we deal with a 
special kind of spanning trees. Our spanning/transition trees must 
include all edges/transitions that are present in the FSM/digraph. 
Therefore, sometimes the states are repeated in the resulting tree. 
A test suite is constructed from the resulting tree: Each path in the 
spanning tree from the root node to a terminal node is considered 
a test sequence, and the collection of test sequences is a test suite. 
This way, the transition tree criterion subsumes all transitions 
criterion [1]. 

2.3 Mutation-Based Evaluation 
To investigate the effectiveness of the different testing strategies, 
we use mutation operators. This technique has been used in many 
studies [2, 7, 8, 19]. We use Major, a compiler integrated automatic 
framework, to seed faults and analyze fault detection for our test 
suites [10]. Major supports a set of commonly applied mutation 
operators and excludes operators that have been shown to 
generate redundant mutants. Major includes five major 
categories: binary operators (e.g. arithmetic, logical, shift, 
conditional and relational operators) replacement, unary 
operators (e.g. negation) replacement, constant value 
replacement, branch condition manipulation, and statement 
deletion [10]. Table 1 lists the mutation operators supported by 
major and illustrates them by examples. Major determines 
mutation coverage, which is the number of mutants that are 
covered (i.e., the line of code where they are seeded is executed) 
by the executed test suite. Major also calculates the mutation score 
which is the ratio of killed mutants over the total number of 
unique mutants [1]. This ratio gives an evaluation of the fault-
revealing power of a test suite. 

Table 1: Types of mutants implemented by Major. 

Operator Description Example(s) 
AOR Arithmetic operator replacement a + b ⟶ a – b 
LOR Logical operator replacement a ^ b ⟶ a | b 
COR Conditional operator replacement a || b ⟶ a && b 
ROR Relational operator replacement a == b ⟶ a >= b 
ORU Operator replacement unary a ⟶ ~a 
STD Statement deletion operator foo(a, b) ⟶ no op 
LVR Literal value replacement 0 ⟶ 1, 0 ⟶ -1 
EVR Expression value replacement return a ⟶ return 0/ int a=b ⟶ int a=0 
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3 RELATED WORK 
Many studies have been dedicated to comparing the different 
methods for state-based testing using mutants [7, 8, 19]. We 
include in this paper the studies that are most related to the work 
we present in this paper. We refer the reader to chapter 2 of our 
previous work for a more detailed literature review of other 
studies that compare FSM testing strategies [12].  

Endo and Simão [7] carry an experimental study to compare 
different state machine testing strategies that are mainly 
improvements of the W method [6]. The comparison considers the 
number of test cases in each test suite, test case length (i.e., the 
number of symbols in the path used as a test case), and test suite 
length which is the sum of all test cases lengths in one test suite. 
The fault detection ratio is also compared using mutation testing. 
The authors discuss in detail the mutation operators used, but they 
do not compare the effectiveness of methods for each operator [7]. 

Also, Mouchawrab and colleagues [19] use mutation testing to 
compare RTP testing to structural (white box) testing. Although 
there is no significant difference in the effectiveness of each of the 
methods compared, the effectiveness improves remarkably when 
the two testing methods are combined. Mutants are seeded in 
three experimental objects using MuJava [18]. However, the types 
of operators used are not discussed. 

Simão and Petrenko compare FSM coverage criteria; mainly 
state coverage (SC), transition coverage (TC), initialization fault 
(IF), and transition fault (TF) coverage. The criteria under 
experimentation are also measured for finding faults introduced 
in the FSM specifications. The study also lacks discussing the 
effectiveness in relation to the type of mutation operators used 
[20]. 

In this research, we aim at studying the FSM testing 
strategies' effectiveness for groups of mutants seeded using each 
of the applicable mutation operators (see table 1). We discuss how 
the operator used to insert each group of mutants affects the 
capability of each algorithm (i.e. BFS, DFS, RTP, and random test 
suites) at killing the inserted mutant. 

4 EXPERIMENTAL DESIGN 
We use the same experimental setup used in our previous work. 
The exact steps and configuration required to replicate or perform 
similar experiments are available online [16] and documented in 
chapter 5 of our previous publication [12]. In this section, we 
briefly present the experimental objects we use, the process used 
to generate and execute the test suites (section 4.1), some test 
suites specifications (section 4.2), and how we handle equivalent 
mutants (section 4.3). 

4.1 Experimental Objects and Process 
In our study, we use four experimental objects. The FSM and 
consequently the code of the four systems have different 
structures and sizes [15]. The four experimental objects are an 
embedded controller of a cruise control simulator, an automated 
teller machine (ATM), an ordered set data structure, and an 
electromechanical device of a videocassette recorder VCR. Table 

2 summarizes the characteristics of the different objects we use. 
The FSM diagrams of the objects can be found in appendix A of 
our previous publications [12]. The experimental process can be 
divided into four steps: generating test suites (BFS, DFS, Random, 
and RTP), producing JUnit files (one for each test suite), seeding 
faults in the code of the SUT, and running the JUnit tests using the 
faulty versions of the code. Finally, we measure the mutation 
score and analyze the data (section 5). We refer the reader to a 
previous work of the details of the steps we followed to 
automatically generate 102,113 test suites and sample them to 
produce the 2,057 unique test suites we used in this experiment 
[12, 13].  

Table 2: Characteristics of the four experimental objects. 

No. of Cruise Control ATM Ordered Set VCR 
States 5 10 9 17 
Transitions 29 22 35 65 
Lines of Code 211 473 273 1493 

4.2 Test Suites 
For each experimental object, we used ten unique randomly 
generated test suites in addition to all possible BFS, DFS, and 
complete RTP test suites. Using only one random tree is not 
sufficient for statistical analysis. Besides, having one random tree 
might result in a specific BFS or DFS tree which could be much 
better (or worse) than others and which can mislead the 
comparison process. On the other hand, we chose not to increase 
the number of random trees to avoid the possibility of duplicate 
trees. We tested generating random trees for all the experimental 
objects and the algorithm produced unique trees [12]. 

It is important to note that the RTP test suites we use are 
different from what Binder suggests as they do not include simple 
paths [5]; Binder adds simple paths to exercise transitions of the 
FSM that are not in RTPs, thereby ensuring that the RTP test suite 
exercises all transitions. As a result of our decision, unlike 
Binder’s RTP test suites, the RTP test suites we use are not 
guaranteed to exercise all transitions. This ensures we can study 
the effectiveness of exercising the complete RTPs in isolation from 
the other (simple) paths that can contribute to the effectiveness of 
the test suites and mislead the results; we do not want to include 
the effectiveness of simple paths as we are only interested in RTPs. 
Similarly, to minimize the contribution of prefixes (from the initial 
state to states starting RTPs) to fault detection, the prefixes are the 
shortest paths. The test oracle we use checks the states reached by 
the actual SUT and compares the values of the state variables to 
the expected state after executing each transition. If the actual 
state of the SUT does not conform to the expected state, an 
exception is issued, and the mutant is considered killed. 

4.3 Handling Equivalent Mutants 
Equivalent mutants are mutants that are syntactically different 
from the original program, but not semantically different. 
Therefore, they cannot be detected or killed by any test suite 
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although they are covered [11]. By measuring both mutation 
coverage and mutation score, Major is identifying test-equivalent 
mutants for a test suite, which are mutants that when executed 
using the test suite do not lead to an infected execution state or a 
state that is different from the expected state. These mutants are 
equivalent with respect to the executed test suite only, but not 
necessarily test equivalent for any other test suite. Note that test-
equivalent mutants are not the same as the equivalent mutant. A 
test-equivalent mutant is equivalent for a test suite but not 
necessarily test-equivalent for another test suite and is therefore 
not necessarily equivalent whereas an equivalent mutant is 
necessarily test-equivalent for any test suite. Figure 1 illustrates 
these notions; it shows three test suites as an illustrative example. 
For example, X is a test-equivalent mutant for test suites T2 and 
T3, but it is not test-equivalent with respect to test suite T1. 
Therefore, X is not an equivalent mutant although it is test-
equivalent with respect to some test suites. Mutant Z is killed by 
all test suites and hence is neither equivalent nor test-equivalent. 
However, mutant Y is an equivalent mutant since it has not been 
killed by any of the test suites. In other words, when executing 
any test suite against mutant Y, the execution state of the SUT will 
not be different from the state expected by the requirements. M 
also is an equivalent mutant, but one that has not been covered by 
any test suite. In our experiments, we consider that an equivalent 
mutant is a mutant that is test-equivalent with respect to all test 
suite executed in our experiments. We consider this a reasonable 
generalization since we execute a large number of test suites. 
After running all the test suites for each experimental object, we 
identify mutants that are test-equivalent for all test suites, and we 
consider the resulting set as the set of equivalent mutants. 

 

Figure 1: Covered, killed, test-equivalent, and equivalent 
mutants. 

When calculating the effectiveness of a single test suite, we 
divide the number of killed mutants by the number of seeded 
mutants for that test suite: 

mutation score =  
𝑘𝑖𝑙𝑙𝑒𝑑 𝑚𝑢𝑡𝑎𝑛𝑡𝑠

𝑠𝑒𝑒𝑑𝑒𝑑 𝑚𝑢𝑡𝑎𝑛𝑡𝑠
  

Equation 1 

The existence of mutants such as Y in the previous example will 
affect the results: 

mutation score =  
𝑘𝑖𝑙𝑙𝑒𝑑 𝑚𝑢𝑡𝑎𝑛𝑡𝑠

𝑠𝑒𝑒𝑑𝑒𝑑 𝑚𝑢𝑡𝑎𝑛𝑡𝑠 − 𝑌
 

Equation 2 

Including equivalent mutants in measuring the number of seeded 
mutants and not subtracting them (Equation 1), may give the 
illusion that the effectiveness of the test suite is low. In our study, 
the aim is to compare a group of test suites and not to evaluate 
each test suite individually and, therefore, including the 
equivalent mutants in calculating the effectiveness will not affect 
our results since the dominator is the same when calculating the 
mutation score of the different test suites. For example, if  
mutation score for test suite 1 (MS1)  

=  
𝑘𝑖𝑙𝑙𝑒𝑑 𝑚𝑢𝑡𝑎𝑛𝑡𝑠 𝑏𝑦 𝑠𝑢𝑖𝑡𝑒 1

𝑠𝑒𝑒𝑑𝑒𝑑 𝑚𝑢𝑡𝑎𝑛𝑡𝑠 − 𝑒𝑞𝑢𝑖𝑣𝑎𝑙𝑒𝑛𝑡 𝑚𝑢𝑡𝑎𝑛𝑡𝑠
 

and  
mutation score for test suite 2 (MS2)

=  
𝑘𝑖𝑙𝑙𝑒𝑑 𝑚𝑢𝑡𝑎𝑛𝑡𝑠 𝑏𝑦 𝑠𝑢𝑖𝑡𝑒 2

𝑠𝑒𝑒𝑑𝑒𝑑 𝑚𝑢𝑡𝑎𝑛𝑡𝑠 − 𝑒𝑞𝑢𝑖𝑣𝑎𝑙𝑒𝑛𝑡 𝑚𝑢𝑡𝑎𝑛𝑡𝑠
 

and MS1 > MS2, the inequality will not change whether the used 
formula is Equation 1 or Equation 2. In summary, eliminating 
equivalent mutants in our study is just a matter of the scale of the 
measurement (mutants) not a matter of validity. 

Given the proof above and the large to the very large number 
of test suites the study experiments with, this is a reasonable 
assumption. Plus, since test suites are compared between one 
another, this assumption should not introduce a significant threat 
to validity. 

5 RESULTS AND ANALYSIS 
Table 3 categorizes the number of seeded mutants and the 
percentage of killed mutants, by operator, for each type of test 
suite (BFS, DFS, Random, and RTP) for each object. 

The percentage of killed mutants by each type of test suite is 
the collection of mutants killed by at least one test suite belonging 
to this type. Table 3 only shows the operators (from Table 1) that 
Major can use given the specifics of the code of the subjects. We 
observe from the table that the different types of test suites do not 
perform considerably differently for any operator except for the 
VCR DFS test suites. We attribute this to the much larger number 
of DFS test suites for VCR. We also observe from Table 3 that for 
all objects except cruise control, all the test suites perform best on 
EVR mutants. In the cruise control, the COR mutants rank top in 
terms of being detected. On the one hand, Major inserts only four 
COR mutants, and all of them are in conditional statements that 
evaluate the state of the SUT. Only two of them do not affect the 
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destination state of the object and hence are not killed by any of 
the traversal algorithms. On the one hand, the EVR mutants that 
replace statements not affecting the state of the system are not 
killed. For example, if the cruise control is in the state cruising and 
the EVR mutant changes the speed (a state variable in the cruise 
control object) but does not set it to zero, then the state of the 
system does not change. Therefore, the mutant is not killed (recall 
that, as discussed in section 4.1, oracles use the state variables to 
compare to what is expected in the original specifications of the 
system). On the other hand, the EVR mutants that affect the state 
of the system are killed by all test suites. 

Due to the nature of the cruise control system, most of the 
EVR mutants do not affect the state of the object, which is not the 
case for other experimental objects. For the ATM, for example, the 
EVR mutants affect the state of the object by changing the 
personal identification number (PIN) or changing the number of 
attempts to enter a valid PIN. Therefore, all test suites were more 
successful at finding EVR faults in the ATM. We also notice a very 
low mutation score for the AOR faults in the cruise control, 
compared to other objects. This is since almost all the arithmetic 
operations in the cruise control are related to the timing aspect of 
the system that is neither reflected in the FSM model nor in the 
state variables that the oracle uses (the FSM is an abstraction). 

Figure 2 is a plot of the percentage of killed mutants for each 
operator by each algorithm divided by the total number of killed 
mutants for this operator. We chose to divide by the total number 
of killed mutants, instead of the mutation score, because we want 
to compare the performance of the algorithms relative to the 

operators rather than measuring the effectiveness of the test 
suites, and this measure gives a better visualization of this piece 
of data. 

All algorithms perform similarly for all operators for the 
cruise control and the ATM, except for two cases. First, the ATM 
RTP test suites kill fewer mutants than other algorithms for all 
operators except the AOR. This is explained by the way we 
construct the RTP test suites and the structure of the ATM FSM 
(see [12]). RTP test suites include all complete RTPs in addition to 
the shortest prefixes leading to the RTPs. As mentioned earlier, in 
our study we are interested in examining the capability of 
complete RTPs at finding faults that are not detected by other 
algorithms. Therefore, although Binder in his work adds simple 
paths in constructing an RTP test suite to ensure that the criterion 
subsumes all-transitions by construction, we do not include them 
to be able to evaluate RTPs in isolation. Also, note that as 
mentioned earlier, Binder’s algorithm does not necessarily cover 
all complete RTP paths in the FSM completely. Therefore, when 
building the RTP test suite, the structure of the FSM matters. The 
ATM FSM is not complete [12]; as a result, as discussed earlier, 
constructing the RTP test suite (with RTPs and prefix) misses 
some transitions. One consequence of this is that the RTPs 
together with their prefixes for the ATM test suite exercise all the 
arithmetic operators (AOR) related to calculating balance, amount 
to be withdrawn, etc., whereas most mutants that belong to 
relational operators (ROR) are alive because they are seeded in 
pieces of code that implement transitions that are missed by the 
RTP test suite.  

Table 3: Mutation scores for each mutation operator. 

Experimental Object Mutant AOR COR ROR STD LVR EVR 
Cruise Control Inserted 68 4 86 70 97 11 

Total Killed 1.4% 50.0% 18.6% 27.1% 18.5% 27.2% 
Killed by BFS 0.0% 50.0% 18.6% 27.1% 19.5% 27.2% 

DFS 1.4% 50.0% 18.6% 27.1% 18.5% 27.2% 
Random 0.0% 50.0% 18.6% 27.1% 18.5% 27.2% 
RTP 0.0% 50.0% 18.6% 27.1% 19.5% 27.2% 

ATM Inserted 16 12 17 205 42 27 
Total Killed 50.0% 58.3% 35.2% 26.8% 52.3% 70.3% 
Killed by BFS 50.0% 58.3% 35.2% 26.8% 26.1% 70.3% 

DFS 50.0% 58.3% 35.2% 26.8% 26.1% 70.3% 
Random 50.0% 58.3% 35.2% 26.8% 26.1% 70.3% 
RTP 50.0% 33.3% 11.7% 22.4% 19.0% 55.5% 

Ordered Set Inserted 180 94 171 99 166 17 
Total Killed 42.7% 40.4% 35.0% 30.3% 40.3% 52.9% 
Killed by BFS 40.5% 38.3% 33.3% 29.2% 38.5% 52.9% 

DFS 40.0% 40.4% 33.3% 29.2% 38.5% 52.9% 
Random 42.2% 38.3% 34.5% 30.3% 39.7% 52.9% 
RTP 38.8% 37.2% 33.3% 28.2% 37.9% 52.9% 

VCR Inserted 264 132 242 498 192 141 
Total Killed 56.8% 50.0% 67.7% 65.2% 50.0% 63.8% 
Killed by BFS 0.7% 12.1% 15.2% 20.0% 3.6% 31.2% 

DFS 56.8% 48.4% 67.3% 60.4% 48.9% 60.9% 
Random 1.1% 12.1% 15.2% 20.0% 4.1% 31.2% 
RTP 0.7% 9.0% 7.0% 8.4% 3.1% 14.1% 
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Figure 2: Algorithms performance for each mutation operator. 

Second, the DFS test suites of the cruise control are the best 
performers for the AOR operator. The 100% killed mutants 
achieved by the DFS algorithm for the cruise control cannot be 
used to deduce or generalize results since there is only one mutant 
killed by the DFS and this is the only AOR mutant killed by all test 
suites. Although the number of DFS test suites is higher for the 
ordered set than the number of BFS test suites, both groups of test 
suites mostly perform the same. However, random test suites 
perform better. This is possible because the collection of random 
test suites includes BFS and DFS test suites. 

As explained above, an RTP test suite does not necessarily 
cover all transitions. Nevertheless, for the VCR it performs 
relatively well for all operators when compared to the other test 
suite generation algorithms. This is due to the high connectivity 
of the VCR FSM.  

6 VALIDITY THREATS 
We acknowledge that, as in any other experimental study, there 
are some threats to the validity of our results. Assuming that a 
mutant, that is covered and alive for all test suites, is an equivalent 
mutant is a minor construct validity threat. Exercising large 
numbers of test suites make this assumption reasonable. Besides, 
given that we are comparing the test suites and not evaluating 
each test suite in isolation makes mutants that are equivalent to 

all test suites exercised irrelevant to the results obtained. Detailed 
analysis and proof that this threat is limited due to the way we set 
up our experiments are discussed in section 4.3. 

Whether the seeded mutants are representative of state faults 
or not is a legitimate question. Nevertheless, the test oracle that 
we use is designed to detect state faults only. The oracle throws 
an exception if the actual state of the object is different from the 
state expected according to the FSM model and only then a mutant 
is considered killed. Hence, all mutants that do not correspond to 
state faults are automatically not caught for all test suites and 
therefore does not affect the result of comparing the effectiveness 
of the test. For example, in the ordered set object, the SUT checks 
if the data structure is not overflowing, then it adds the new 
element to the data structure. In the fault domain, where Major 
seeds mutants, the mutant replaces the if statement so that the 
data structure is always assumed to be overflowing. A COR 
mutant sets the overflow variable to be always true. This means 
that when an event to add an element is triggered, for instance, 
the system ignores this event since it assumes that the current 
state is an overflow state and no additional elements can be added. 
The equivalent state fault for this mutant is “Missing or incorrect 
event that results in a valid event being ignored”. This mutant is 
killed by all test suites. 
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In brief, we confirm the presence of a few validity threats. 
However, we believe that they are minor and do not affect our 
results.  

7 CONCLUSION 
In the presented empirical study, we used four experimental 
objects to compare the effectiveness of transition trees and 
complete RTP FSM testing strategies at finding specific types of 
faults using different mutation operators. We compared how 2057 
test suites of different types (BFS, DFS, random, and complete 
RTP) perform in terms of killing seeded mutants using eight 
mutation operators. We empirically compared the performance of 
the test suites for each operator and presented the results. From 
the qualitative analysis of the presented results, we conclude that 
the type of faults detected is not related to the testing strategy 
(BFS, DFS, Random, or RTP), but rather related to the SUT and the 
aspects of the SUT modeled by the FSM. In other words, 
depending on the nature of the SUT, there might be a higher 
probability of killing a specific type of mutant. 
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